CONSTANT: ISO pESngl 0.00100 0.00100 0.00100 0.00100
CONSTANT: ISO pETerm 0.00050 0.00050 0.00050 0.00050
CONSTANT: ISO MeanIntergen 166000.0 72500.0 11000.0 5300.0
CONSTANT: ISO Mean5'UTR 1440.0 1440.0 1440.0 1440.0
CONSTANT: ISO Mean3'UTR 910.0 910.0 910.0 910.0

Figure 4.8.6 Code to replace corresponding lines of the original GENSCAN parameter file,
HumanIso.smat, to improve results in running TWINSCAN on a local machine.

TWINSCAN’s accuracy is somewhat improved by replacing sequences that are unlikely to
contain genes of interest with N’s. Such sequences include mobile repetitive elements,
simple repeats (low complexity sequence), and functional RNA genes such as tRNAs. The
effect of repeat masking is greater the more repetitive the genome, but even in relatively
nonrepetitive genomes like that of C. elegans, masking repeats yields small improvements.
Failure to mask a highly repetitive genome can lead to unmanageably large BLAST reports,
full disks, and ultimately to system crashes. If MaskerAid is installed, repeat masking is
achieved by the command:

RepeatBlaster [species-option] [target-sequence-file]

To view the current species options, type RepeatBlaster with no arguments. If the
species of interest is not listed, it is possible to specify the name of a repeat library file
directly. If RepeatMasker is installed on the system without the MaskerAid enhancement,
simply replace RepeatBlaster by RepeatMasker in the above commands. For more
information on how to run RepeatMasker; see http://ftp.genome.washington.edu/RM/we-
brepeatmaskerhelp.html. There is also a RepeatMasker Web server at
http://ftp.genome.washington.edu/cgi-bin/RepeatMasker. Note that sequences should be
masked with uppercase N’s; TWINSCAN will not recognize lowercase masking.

2. Create a BLAST database from the informant sequences.

BLAST databases in XDF (eXtended Database Format) can be created with xdformat
from the WU-BLAST package using the following command.:

xdformat -I -n [informant sequence file]

The informant sequence file should contain one or more sequences in FASTA format
(APPENDIX 1B). This command creates several files, all of whose names begin with the name
of the sequence file.

Processing speed can be improved by removing repetitive sequences from the BLAST
database, as described under Methods in Flicek et al. (2003). However, this is not essential
and would add several additional steps to preprocessing.

3. Find alignments between the target sequence and the informant sequences with
BLAST. To run BLAST, use the command:

blastn [informant-db] [target] [parameters] >
[output-file-name]

where [informant -db] is the name of the informant sequence file that was input
toxdformat;itshould notinclude the extensions on the files output by xdformat.

The greater-than sign before the output file name is interpreted by Unix as specifying where
the output should be stored. The bl astn command creates afile known as a BLAST report.

The choice of BLAST parameters affects both processing time and the performance of the
gene-prediction algorithm (see Commentary). The authors’ current WU-BLAST parame-
ters for human and mouse databases are listed in Table 4.8.1.
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Table 4.8.1 WU-BLAST Parameters for Alternate Protocol 1

Parameter Value Description
B 1000 7
M 1 7
N -1 7
Q 5 7
R 1 7
S 35 7?7

S2 35 7?7
v 100 -warnings -nogap 7
W 10 7?7
X 30 7?7
Y 3000000000 7
Z 3000000000 7

4. Create conservation sequence with conseq.pl. The script conseq. pl constructs
the conservation sequence from the target sequence file and the BLAST report created
in step 3. Use the following command to run conseq.pl:

conseq.pl -u [target sequence] [blast report] > [output
file namel]

This command creates a file with the specified name containing the conservation sequence.
For an explanation of conservation sequence and how it is created, see Korf et al. (2001).

5. Run the TWINSCAN executable by entering the following command on a single line:

twinscan -g [target-params] -m SpsCons -c
[conservation-params] [target-seq] [conservation-seq] >
[output-file]

where [target-params] and [conservation-params] are the names of
parameter files, [target-seq] and [conservation-seq] are the names of
sequence files, and [output-£file] is the name of the file whereTWINSCAN
should create for the results.

The native TWINSCAN output file is quite similar to GENSCAN'’s output file, and can
generally be read by GENSCAN parsers. The script twinscan2gtf.pl, which is
included in the /bin directory of the TWINSCAN distributions, converts the native
TWINSCAN output file to GTF2 format:

twinscan2gtf.pl [TWINSCAN-file] [GTF-file-to-createl]

The native TWINSCAN output file contains the ?following? 15 fields; see (Burge, 1997)
for a description of each column. TWINSCAN has one extra column: Cons, which is the
conservation sequence score.

ALTERNATE USING runTWINSCAN.PL ON A LOCAL COMPUTER

PROTOCOL 2 The five steps described in Alternate Protocol 1 can be run automatically using a Perl

script called runTWINSCAN.pl, which is included in the /bin directory of the
TWINSCAN distribution. However, this script is not fully general. Users may want to
Using customize this script for their particular applications or computing environment, but this

TWINSCAN to advanced procedure is not described here.
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Necessary Resources

Hardware

A computer on which TWINSCAN has been installed and tested (see Support
Protocol). At least 1 Gb memory and a processor whose computing speed is at
least equivalent to a 1 GHz Intel Pentium 3 are recommended. Free disk space
should be at least five times the combined size of the uncompressed target and
informant sequences. For example, 2 Gb is recommended for Arabidopsis,
using the current Brassica database as informant, while 30 Gb is recommended
for a pair of assembled mammalian genomes.

Software

A TWINSCAN software distribution. See Support Protocol for obtaining and
installing TWINSCAN.

Perl v. 5.6.0 or later. Perl is already available on most Linux systems. To check
whether Perl is available and if so, which version, enter the following command
at the Unix shell prompt:

perl -v

A recent version of Perl, can be downloaded and installed from
http://www.perl.com. Those without substantial Unix experience, however,
should consult their system administrator.

WU-BLAST or NCBI-BLAST (WU-BLAST is recommended). To obtain
WU-BLAST, send E-mail to licensing @blast.wustl.edu. There is no charge for
nonprofit and academic licenses. For more information on WU-BLAST, see
http://blast.wustl.edu. NCBI-BLAST can be downloaded immediately from
Jtp://ftp.ncbi.nih.gov/blast/.

RepeatMasker (v. 2002/05/05 or later is recommend). To obtain RepeatMasker,
contact Arian Smit (asmit@systemsbiology.org). TWINSCAN can be used
without repeat masking, but speed, accuracy, and disk usage will be affected
(see Commentary).

MaskerAid, a performance enhancement for RepeatMasker. This enhancement is
optional; RepeatMasker can be used without MaskerAid, but it is slower. For
more information on MaskerAid, see http://sapiens.wustl.edu/maskeraid/.

Files

The target sequence to be annotated. The file format requirements are the same as
for the Web server (see Basic Protocol).

A file containing sequences from the informant genome in FASTA format
(appenDIX 1B). The sequences can be shotgun reads or assemblies. See Flicek et
al. (2003) for analysis of how the condition of the informant sequences affects
accuracy.

Target genome parameter file. For best results on mammalian genomes, the
authors recommend obtaining the original GENSCAN parameter file,
HumanIso.smat. The authors do not distribute this file, but it can be
obtained by getting a licensed GENSCAN distribution. Academic users can
obtain GENSCAN immediately and without charge from the GENSCAN
Academic License Agreement Web site (http://genes.mit.edu/license.html).
Results can be improved by replacing the corresponding lines of the
HumanIso.smat with the lines shown in Figure 4.8.6.

For organisms other than mammals, target genome parameter files are included in
the parameters directory of the TWINSCAN distribution. See Commentary
for a discussion of parameter estimation and substitution.

Conservation parameters: Conservation parameter files are included in the
parameters directory of the TWINSCAN distribution.
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Repeat libraries for the target genome and, optionally, the informant genome.
Repeat libraries can be obtained from the Genetic information Research
Institute (http://www.girinst.org/Repbase_Update.html).

In order to run the perl script, change to the directory TWINSCAN/bin. Next, run the
TWINSCAN pipeline by entering the following command on a single line:

./TunTWINSCAN.pl -species [species-options] [target] -x
[informant] -g [target parameters] -r [conservation
parameters]

where [target] is the sequence to be annotated (see Basic Protocol for file format) and
[informant], [target parameters], and [conservation parameters]
are as described in Alternate Protocol 1. For [species-options], see step 1 of
Alternate Protocol 1; they are passed directly to RepeatBlaster, if available, or else to
RepeatMasker. However, they must be enclosed in double quotation marks—e.g., -spe-
cies “-mus” or -species “-lib vertebrate.lib”.

The output files are created in the current directory by default. To specify an alternate
directory, include -d [output directory] after the species options. The run-
TWINSCAN.pl script will generate the files whose names consist of the target sequence
file name with the following extensions: .masked, .blast, .conseq, . twinscan,
and .gff. If any of the files to be generated already exist, either in the specified output
directory or in the default output directory, runTWINSCAN.pl will skip the corre-
sponding steps and use the current file instead. This means that when reprocessing a
previously processed sequence, the previous output files must be deleted or the new output
must be put in a different directory; runTWINSCAN. pl will not delete them.

OBTAINING AND INSTALLING TWINSCAN ON A LOCAL COMPUTER

Local copies of TWINSCAN (including source code if needed) can be obtained under a
license from Washington University. For nonprofit institutions, there is no charge. This
protocol describes how to obtain the TWINSCAN distribution and install it on the most
commonly used type of Linux computer. TWINSCAN can also be compiled from source
code for machines based on other architectures or running other versions of the Unix
operating system, but these advanced procedures are not described here.

Necessary Resources

Hardware

Computer with CPU based on Intel x86 architecture and running the Linux
operating system; at least 1 Gb memory, 1GHz processor, and 100 Mb of free
disk space are recommended

Software

TWINSCAN software distribution. To obtain a TWINSCAN license agreement,
send E-mail to get-twinscan@cse.wustl.edu.

1. Obtain a the TWINSCAN distribution file (see Software above), and place it in the
directory where TWINSCAN should be installed.

The user must have read, write, and execute permission in this directory.

2. While in the directory containing the distribution, enter the following command at
the Unix prompt:

tar -xvzf [distribution-file-name]

Current Protocols in Bioinformatics



If this command is successful, it creates a directory called TWINSCAN.

3. Test the installation by changing to the TWINSCAN directory and entering the
following command at the prompt:

./test-executable

If this test is successful, TWINSCAN can be run as described in Alternate Protocol 1.
Otherwise, a message will appear indicating that the machine is not compatible with the
TWINSCAN executable and offering further suggestions.

GUIDELINES FOR UNDERSTANDING RESULTS

Analyzing Problems and Errors

If the Web server finds a problem with the input sequence, it will generally provide an
immediate explanation of the problem. Large mammalian sequences take 1 to 2 hr to run,
during which there is no response. Heavy traffic on the server may cause any job to wait
many hours before running. If there is no response 24 hr after submission, one should
write to twinscan @ cs.wustl.edu and include the job id for the job in question.

If unexpected results are received, such as gene density that is much higher or lower than
expected, the first step is to check that the correct sequence was submitted. One useful
check is to compare the length of the sequence TWINSCAN processed, which is returned
at the top of the results Web page, with the length of the sequence one intended to submit.
If the sequence is correct, verify that the correct organisms were selected for the target
and informant databases. Finally, the graphical output can be used to compare the
predicted gene structures to the conservation sequence. The patterns of alignment in the
conservation sequence may provide an explanation for the predictions returned by
TWINSCAN. For example, low-quality alignments containing many interruptions and
mismatches may suppress prediction of coding regions. Excessively high coverage of the
target sequence with alignments may cause overprediction and may indicate incorrect
choice of informant genome. Questions and comments regarding unexpected results may
be sent to twinscan @ cs.wustl.edu in a message that includes the job id. Do not forget that
unexpected results are sometimes correct.

COMMENTARY

finding relatives of known genes. Furthermore,
the mapping problem is difficult, so accuracy

Background Information

Approaches to gene structure prediction
Currently, there are three major approaches
to gene prediction. The first, typified by the
Ensembl pipeline (Birney and Durbin, 2000;
Hubbard et al., 2002), takes as input a target
genome and a database of all known proteins
from all organisms (and sometimes ESTs, as
well). Such systems map the known genes onto
the target genome in an attempt to predict genes
whose protein products would be similar to
those of known genes. Such systems have the
advantage of providing a single, discrete piece
of evidence for each prediction (namely, simi-
larity to a specific known protein), and hence
are sometimes called “evidence-based”
(Mouse Genome Sequencing Consortium,
2002). However, this approach is limited to
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is not perfect even for close relatives of known
genes (Flicek et al., 2003). The second major
approach, typified by GENSCAN (Burge,
1997; Burge and Karlin, 1997) and FGeneSH
(Salamov and Solovyev, 2000), takes only the
target genome as input. A probabilistic model
that abstracts general features common to many
genes is used in place of a database of particular
known genes. Because such systems can dis-
cover novel genes “from scratch,” rather than
starting from a similar known gene, they are
called ab initio, or de novo systems. The third
approach, typified by TWINSCAN (Korfet al.,
2001; Flicek et al. 2003) and SGP2 (Parra et
al., 2003), augments a de novo system with
information based on alignments between the
target genome and a related informant genome.
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The dual-genome de novo approach is more
sensitive to novel genes and genes with re-
stricted expression than are Ensembl-like sys-
tems (Guigé et al., 2003). A dual-genome de
novo system is generally better than a similar
system run with only one genome. For any
given genome, however, a well adapted single-
genome predictor can equal or surpass a poorly
adapted dual-genome predictor.

Accuracy measures

The accuracy of gene predictors can be as-
sessed by their ability to predict individual
coding nucleotides, exons (either exactly or
approximately), and complete genes, and also
by a variety of other measures (Guigé et al.,
2000). For all these measures, it is useful to
consider sensitivity and specificity separately.
Sensitivity is the number of correctly predicted
features as a fraction of the number actually in
the sequence. Specificity is the number of cor-
rectly predicted features as a fraction of the
number predicted. For example, exact gene
sensitivity is the number of genes predicted
exactly right (start codon, stop codon, and all
splice sites in between) divided by the number
of genes present in the sequence. Different
measures of accuracy are appropriate for dif-
ferent applications. For example, in a project
aimed at cloning thousands of full-length open
reading frames, pursuing genes whose bounda-
ries have been miscalled is expensive. Thus, a
gene predictor with high specificity for both the
start and stop codons is appropriate.

At the nucleotide and exon levels there is
often a sensitivity-specificity tradeoff, with the
most sensitive predictor doing poorly on speci-
ficity, and vice versa. For example, sensitivity
at the nucleotide level can be increased (at the
cost of specificity) by simply classifying ran-
domly selected nucleotides as coding. Some of
these will in factbe coding nucleotides, increas-
ing sensitivity, while others will not, decreasing
specificity. Predicting a complete gene cor-
rectly by such a simple procedure, however, is
extremely unlikely. For example, either over-
predicting or underpredicting of starts or stops
will limit both sensitivity and specificity on the
exact-gene level. As a result, specificity and
sensitivity on the gene level tend to be posi-
tively correlated.

In general, gene predictors are most accurate
at the nucleotide level, less accurate at the
exact-exon level, and least accurate at the ex-
act-gene level. One way to think about this is
that the problem of identifying coding nucleo-
tides has been more or less solved, the problem

of predicting complete gene structures is wide
open, and the problem of predicting exact exons
liesin between. As aresult, gene predictors tend
to differ from one another least in their nucleo-
tide accuracy, more in their exon accuracy, and
most of all in their exact-gene accuracy.

Accuracy on specific genomes

There is no single gene prediction system
that is clearly best on all genomes. At this time,
adapting a gene predictor to a new genome is
anart. Each genome presents unique challenges
and opportunities, so that a major investment
of time in tuning for a particular genome is often
rewarded with genuinely improved accuracy.
In this section, brief comments and impressions
are presented with regard to each of the
genomes for which TWINSCAN has been
tuned. In all cases, the authors of this unit are
actively working on enhancing the underlying
genome models, so significant accuracy im-
provements are expected in the future.

Mammals: At this writing, TWINSCAN ap-
pears to be the most accurate de novo gene
predictor for anonymous mammalian se-
quences. In particular, it is much more specific
than other systems with comparable (or greater)
sensitivity (Flicek et al. 2003). Further, TWIN-
SCAN is particularly good at the extremely
challenging problem of exact-gene prediction,
relative to other systems to which it has been
compared. Nucleotide sensitivity is in the 80%
to 90% range, exact-exon sensitivity in the 70%
to 80% range, and exact-gene sensitivity in the
10% to 20% range. Specificity is probably in
the same ranges. It should be noted that meas-
uring specificity relative to a particular annota-
tion is easy, but estimating the absolute speci-
ficity if all genes in the test data are known is
more difficult.

C. elegans and C. briggsae: Current gene
finders are more accurate on these genomes
than on mammals by roughly 5% to 10% on the
nucleotide and exon levels and 20% to 30% on
the exact-gene level. TWINSCAN is competi-
tive with GeneFinder and FGENESH, but there
is no clear winner. TWINSCAN appears to be
slightly more specific than GeneFinder, but
GeneFinder may be more sensitive, particularly
at the gene level (P. Hu and M.R. Brent, unpub.
observ.).

Arabidopsis thaliana: The state of the art in
Arabidopsis gene finding is even better than for
worms, although the difference is not large.
TWINSCAN appears to be more accurate than
GeneMark. HMM and all versions of GEN-
SCAN, but FGENESH is competitive with
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TWINSCAN (P. Hu and M.R. Brent, unpub.
observ.).

Cryptococcus neoformans: This pathogenic
fungus has received relatively little attention
from gene-finding groups and appears to pose
special challenges. Currently, performance is
slightly worse than in mammals. TWINSCAN
is best available predictor that the authors know
of for Cryptococcus.

Factors affecting accuracy

Although accuracy on any genome or clade
can be improved by tailored modeling and fine
tuning, gene finding seems to be inherently
harder in some genomes than others. This is not
well understood, but gene density and intron
length are significant factors. In general, pre-
diction is more accurate in compact genomes
like those of C. elegans, C. briggsae, and A.
thaliana than in large, repetitive genomes with
long introns, like those of the mammals. How-
ever, the extremely short introns of Crypto-
cocus neoformans appear to present special
challenges that have not yet been addressed by
modelers.

The benefit of TWINSCAN’s conservation
sequence method depends, in part, on the evo-
lutionary divergence between the target and
informant genomes. Based on preliminary data,
the authors believe that the method works best
when essentially all coding regions of the target
genome fall into ungapped alignments of at
least 75% identity. Empirically, this corre-
sponds to average identity of nearly 90%. At
this level, most mismatches in coding sequence
fall in the wobble base (third codon position),
allowing relatively good discrimination be-
tween coding and non-coding alignments.
Thus, closely related pairs like Arabidopsis and
Brassica oleracea (cabbage) seem to provide a
greater boost than more distant pairs like C.
elegans/C. briggsae and mouse/human.

Errors in the target sequence or the assembly
can have a major impact on the performance of
gene predictions. Particularly bad errors in-
clude frame shifts and the introduction or al-
teration of stop codons or splice sites. For
TWINSCAN, the quality and continuity of the
informant database is less important. Indeed,
the TWINSCAN method benefits from even a
database of unassembled reads at 1x redun-
dancy, and 3% to 4x unassembled is almost as
good 7x assembled (Flicek et al., 2003).

Overall advice
The best gene-prediction method to use de-
pends a great deal on the application. One of
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the main considerations should be the value of
increasing sensitivity, as compared to the cost
of decreasing specificity. Sensitivity can often
be increased by including predictions by any
one of multiple systems, whereas specificity
can be increased by considering only predic-
tions made by all systems (Guigé et al., 2003).
For high-value projects focusing on a few kilo-
bases of sequence, multiple methods can be
used and the results can be combined by manual
inspection. For high-throughput projects in-
volving megabases of sequence, this may not
be feasible. Another consideration is the impor-
tance of finding genes that are truly novel. If
finding novel genes without sacrificing speci-
ficity is important, TWINSCAN is the method
of choice for most of the genomes described
above. If finding novel genes is important but
sensitivity is more important than specificity,
other gene finders may be better for mammals
and worms. Finally, if accurate annotation of
genes that are similar to known genes is most
important, a method like Ensembl may be best.

TWINSCAN versions and new features

TWINSCAN is under active development.
The first version to appear on the Web site
(version 1.0) had a bug that allowed the predic-
tion of coding regions containing stop codons
at and across splice sites. Version 1.1 reduces
the incidence of predicted coding regions with
stop codons, and version 1.2, to be released
shortly, is expected to completely eliminate
these errors.

Using TWINSCAN to analyze large-scale
genomic sequences: Annotations of the
human and mouse genome

TWINSCAN has been used to annotate the
entire draft sequences for both the mouse and
human genomes. These annotations are avail-
able through the UCSC genome browser (unir
1.4). Details of the way TWINSCAN is run on
mammalian genomes and its performance can
be found in Flicek et al. (2003). Experimental
verification by RT-PCR and sequencing has
shown that TWINSCAN can identify new
genes not found by Ensembl (Guigé et al.,
2003). This paper also describes a method for
exploiting two genomes in a second-stage filter
that greatly improves specificity. TWINSCAN
was also used in the analysis of the C. briggsae
genome and human chromosome 7. The Re-
sources page of the TWINSCAN Web site con-
tains references to other papers that have em-
ployed TWINSCAN in their analyses.
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Critical Parameters and
Troubleshooting

Parameter sets

TWINSCAN relies on three parameter sets:
target genome parameters, conservation pa-
rameters, and BLAST parameters. The target
genome parameters describe characteristics of
the genome to be analyzed, such as the intron,
intergenic, and UTR length distributions, the
splice acceptor and donor sites, and the hex-
amer composition of coding and noncoding
sequence. Accuracy can be very sensitive to
changes in these parameters. Target genome
parameters must be very carefully adapted to
the target genome, since even closely related
organisms can differ greatly in characteristics
such as gene density. The conservation parame-
ters describe the patterns of divergence between
two genomes, as represented by the conserva-
tion sequence. Accuracy is less sensitive to the
conservation parameters than to the target
genome parameters. If conservation parameters
are not available for a given genome pair, pa-
rameters from a pair with similar evolutionary
distance and similar target-genome gene-den-
sity can be substituted. Accuracy is not terribly
sensitive to the BLAST parameters (UNITS 3.3 &
3.4). In general, the authors have found that it is
safe to choose parameters that require align-
ments of at least 30 bp at 66% identity. Since
the majority of processing time is spentrunning
BLAST, speed is highly dependent on the
BLAST word size parameter W. The authors
have found that W can be safely setat 10 or 11.

The TWINSCAN Web site is regularly up-
dated as parameter sets are improved. The ver-
sion of the target genome parameters and con-
servation parameters used for a given run are
listed in both the HTML output and in the
comments at the top of the GTF file. BLAST
parameters are listed in the GTF file only. These
version identifiers are essential to reproducing
results, so one should be sure to include them
in all communications regarding TWINSCAN
results, both private and published.

Users of the Web server cannot choose
among parameter sets. Users with local instal-
lations can choose input parameter files. The
TWINSCAN group creates parameter sets
through a combination of automated parameter
estimation and manual tuning of a few parame-
ters that cannot be estimated from available
data. The supporting programs are not available
for distribution at this time. For collaboration
on adapting TWINSCAN to new genomes, one
can E-mail twinscan@cse.wustl.edu.Masking

Masking of simple and interspersed repeats
isalsoaconsideration. In general, TWINSCAN
is both faster and more accurate on sequences
that have been aggressively masked for mobile
elements, known RNA genes, and simple re-
peats. However, if a curated repeat library is not
available for the genome in question, the use of
automatically generated libraries can mask out
genes in large, highly similar families. Further-
more, results on unmasked sequence are gen-
erally only slightly less accurate than those on
masked sequence.

Suggestions for Further Analysis

The TWINSCAN group has developed a
software package called Eval for comparing
predictions generated by different programs
with each other or with standard annotations.
It provides summaries and graphical distribu-
tions for many statistics describing any set of
annotations, regardless of their source. It also
compares sets of predictions to standard anno-
tations and to one another. Eval is open source
software and can be obtained from the Re-
sources page of the TWINSCAN Web site.
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Figure 4.8.1 The submission page of the TWINSCAN Web server, which appears upon clicking
the Run TWINSCAN button on the home pageTWINSCAN, http://genes.cse.wustl.edu.

Figure 4.8.2 The “waiting page” that appears immediately after a sequence has been submitted
to the TWINSCAN Web server.

Figure 4.8.3 An example of the top portion of the “Results” Web page that automatically replaces
the “waiting page” when TWINSCAN has completed processing of a sequence submitted to the
server.

Figure 4.8.4 An example of the bottom portion of the “Results” Web page.

Figure 4.8.5 An example of the gff2ps showing the coding exons predicted by TWINSCAN (blue),
the matching regions of the conservation sequence (green), and the mismatches or gaps in the
conservation sequence (red). Blue exon blocks connected by heavy blue lines are predicted to be
on the same transcript.

Figure 4.8.6 Code to replace corresponding lines of the original GENSCAN parameter file,
HumanIso.smat, to improve results in running TWINSCAN on a local machine.
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